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Just Select on a Good Answerer
A Strong Baseline for LLM Abstention
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The Cost of Abstention Training What It Actually Buys?
The standard evaluation compares risk at
matched coverage.

Coverage
Fraction of questions
answered.

Risk
Error rate among those
answers.

Improves performance
TruthRL lowers risk at matched coverage.

Sacrifices controllability
Within runs: yield only one point.
Across runs: collapse toward a narrow range.

• Risk can be decomposed into answering and rejection quality.
• Against strong selection, the remaining advantage comes mainly from answering better,
rather than rejecting better.

Selective Answering on a Good Answerer Achieves Both!
TAPS: Train for Accuracy, then Post-hoc Select
Stage 1: Train for accuracy
Any post-training method; e.g., GRPO with a binary outcome reward.

Stage 2: Post-hoc select
Any off-the-shelf confidence estimator; e.g., semantic entropy or a
linear probe.
Across 3 models, 3 datasets and 5 baseline configurations:

Accuracy training cuts mean risk by4.75 pp. Performance

TAPS achieves0.9–9.4 pp lower risk than abstention training.

Mean over 9 settings at each baseline’s coverage.

TAPS can span Full coverage levels. Controllability
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Figure 3: Risk–coverage comparison with abstention training. Each curve is obtained by varying the
acceptance threshold τ for a fixed answering checkpoint and confidence estimator. Results for the
other two models are reported in Appendix F.
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Figure 4: Effects of accuracy training on answering ability (Acc) and distinguishing ability (AUROC).
Values show AccRL minus PreRL in percentage points (pp).

TAPS (Probing) consistently achieving lower risk. These results show that improving the underlying
answerer directly strengthens abstention performance beyond post-hoc selection alone.

TAPS is competitive with abstention training. With the gain from accuracy training, TAPS becomes
a strong competitor to abstention training: both variants achieve lower mean risk than R-Tuning
and UCPO, and against the more stringent TruthRL baseline, TAPS with probing achieves lower
risk in 17 of 27 comparisons (mean advantage 1.49 pp) across its three abstention rewards, while
TAPS with S.E. also remains comparable on average. Notably, TAPS shows a stronger advantage
on the reasoning model. While it largely closes the gap with TruthRL on the two instruction-tuned
models, it outperforms TruthRL on Qwen3-8B by an average of 5.05 and 2.40 pp with probing and
S.E., respectively. These results show that much of the performance gap to abstention training can be
closed and even reversed by post-hoc selecting on a strong answerer.

TAPS retains direct control over coverage. Figure 3 shows the other key advantage of leaving
abstention decisions post-hoc with Qwen3-8B. Due to space limitation, results for the other two
models are reported in Appendix F. For TAPS, varying the acceptance threshold traces a full risk–
coverage curve, letting one trained model serve different coverage requirements. Abstention-trained
policies, in contrast, offer far weaker control: each checkpoint yields a single operating point, and even
across TruthRL’s three separately trained reward variants, coverage spans less than 5 percentage points
in 8/9 settings. Moreover, a lower abstention reward does not necessarily lead to a higher coverage,
further complicating abstention control. Therefore, together with the performance results above,
TAPS shows that competitive abstention performance need not come at the price of controllability.
One might instead ask whether a post-hoc selector could be applied to abstention-trained models to
obtain more competitive performance. We discuss this question in detail in Appendix H.

6.3 EFFECTS OF ACCURACY TRAINING (RQ2)

Section 6.2 shows that accuracy training generally strengthens selective answering. We now use the
answering–distinguishing decomposition in Section 4 to study how it changes these two abilities and
how their changes translate into overall abstention performance. We use Acc and AUROC as proxy
metrics for these abilities and AURC for overall performance as specified in Section 6.1.
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Key Insights
Lower risk does not necessarily imply better abstention
• Risk at matched coverage mixes answering and abstaining.
A higher bar for abstention training
• Internalizing abstention should add value beyond selecting on a
post-trained answerer.
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